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Abstract. Sparse signal models learned from data are widely used in audio, im-
age, and video restoration. They have recently been generalized tionilistive
image understanding tasks such as texture segmentation and featat®isele
This paper extends this line of research by proposing a multiscale methud-to
imize least-squares reconstruction errors and discriminative costiéms under

"o or 1 regularization constraints. It is applied to edge detection, categorgtbase
edge selection and image classi cation tasks. Experiments on the Beddgey
detection benchmark and the PASCAL VOC'05 and VOC'07 datasets demo
strate the computational ef ciency of our algorithm and its ability to learn local
image descriptions that effectively support demanding computer viagks.

1 Introduction

Introduced in [21], learned sparse representations haently been the focus of much
attention and have led to many state-of-the-art algoritfonsarious signal and image
processing tasks [8, 15, 22]. Different frameworks haventd®veloped, which exploit
learned sparse decompositions, nonparametric dictidearping techniques [1, 9, 11],
convolutional neural networks [24], probabilistic mod2§], each of them being ap-
plied to the learning of natural image bases. Recently, @lrdigcriminative approach
of the dictionary learning techniques has been proposetéi &nd it has been applied
on texture segmentation and category-based featureiselect
In this paper, we present a method for learning overcomplases, which combines
ideas from [1, 9, 11] but with a slightly better convergenpeed. It is also compatible
with *o and’; regularization sparsity constrairit§Ve use this algorithm in a multiscale
extension of the discriminative framework of [14] and apjplio the problem of edge
detection, with raw results very close to the state of th@arthe Berkeley segmenta-
tion dataset [19]. Following [23], we also learn a classespeedge detector and show
that using it as a preprocessing stage to a state-of-tredge-based classi er [12] can
dramatically improve its performance of the latter.
® Fhe’2 norm of a vecto in R" is de ned agjjxjj2 = ( P " x[i]%)%, the'1-norm agjxjj: =
", ix[ili, andjjxjjo, the" o-pseudo-norm ok, counts its number of nonzero elements.
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2 Background

Consider a signat in R". We say thak admits a sparse representation over a dictio-
naryD in R" K composed ok unit vectors (atoms) dR” when one can nd a linear
combination of a few atoms from that is “close” to the original signal. Given an

and the sparse representation matrix [ 1;:::; m]in R ™, namely

minp; |5 jixi D 1jj5 subjecttojidjjjz=1 and ( ) O

(1)

Here, ( |) Oisasparsity constrainfjuaranteeing that only a few of the components
of each vector | are nonzero. The most popular sparsity constraints in theature
involve the™g-pseudo-norm, and the-norm (see [11] for other sparsity functions). In
the rst case, we simplytake( |) = jj 1jjo L, whereL isthe maximum number of
nonzero coef cients allowed. In the second case, we tdkg) = jj jj1 T, whereT

is an arbitrary parameter. It is well known in the statistmstimization and compressed
sensing communities that the constraint yields a sparse solution [6], but there is no
analytic link between the value af and the effective sparsity that it yields.

A number of practical methods have been developed for splpioblem (1). This
includes the K-SVD algorithm of Aharon et al. [1] and the nuettof optimal directions
(MOD) of Engan et al. [9] for its o formulation, and the algorithm of Lee et al. [11]
for its *; variant. All these techniques [1, 9, 11] are iterative apphes designed to
minimize the energy (1). After an initialization of the dmaryD in R" ¥, e.g., from
random signals, they iterate betwees@arse codingstep whereD is xed and the
matrix is computed, and dictionary updatestep, where is updated with  xed
in[9, 11] and variable in [1]. Given a signa) in R" and a xed dictionaryD in R" K,
sparse coding amounts to solving the following optimizatwer | in R*:

min jixi D jj% st (1) O 2
|2 Rk

Inthe™ case, solving this problem and nding the correspondingzsoa coef cients—
what we will call thesparsity patterrin the rest of this paper—is NP-hard. In the appli-
cations addressed in this paper as well as in [1, 9], the difoan of the signals is quite
small and so is the sparsity factor(typicallyn ~ 1000andL  10), which makes
it reasonable to use a greedy algorithm called orthogonéthmivag pursuit (OMP) [17]
to effectively nd an approximate solution. Using the formulation of sparse coding
“convexi es” this problem, and the LARS-Lasso algorithim,[¢an be used to nd its
global optimum. In general, the question of whether to prafe’o or *; formulation
has not been settled yet. The main advantages ofitim@rm are that it is easy to op-
timize and, since it is piecewise smooth, it provides moablst decompositions. In
practice, with the small signals and low sparsity typicabof applications, OMP usu-
ally provides sparser solutions but is not as stable in thees¢hat a small variation of
the input data may result in a completely different spangiitern.

When the coef cient matrix in R ™ is xed, updating the dictionary is a linear
least-squares problem under quadratic constraints. Feea data matrixX inR" ™,
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it can be formulated as the following optimization probleweD in R" K:

X
mDin jixi D jj3 subjecttojjd;jj3=1 for j =1;:::;k: (3)

1=1
This constrained optimization problem can be addressedssiveral methods, includ-
ing, as noted in [11], gradient descent with iterative pctg, or a dual version derived
from its Lagrangian. This is the approach followed in théormulation by the method
of Lee et al. [11]. Engan et al for the MOD algorithm have chrosesolve the problem
(3) without constraints and normalize thg a posteriori since multiplying a column of
D while dividing thej -th line of by the same value does not change the energy in
Eq. (1). The K-SVD of Aharon et al. [1] uses a different stggtevhere the columns of
D are updated one at a time but only the sparsity pattern is whkile the values of the
nonzero coef cients of are allowed to change as well. This allows for larger steps at
the cost of more complex calculations in general.

The approach proposed in this paper combines several o§flexts of the methods
reviewed so far. In particular, as will be shown in the nexttiem, it can handle both,
and’; formulations of problem (1), takes advantage of the LARSdceor OMP sparse
coding speed when appropriate, and enjoys fast dictionadates steps similar to [9,
11], while letting the coef cients change for faster convergence, similar to KEBV
[1]. It also generalizes to discriminative tasks in a stnéigrward way.

3 A method for sparse model learning

In this section, we present how to learn reconstructive asctichinative sparse repre-
sentations and a multiscale extension of the latter.

3.1 Learning reconstructive dictionaries

In our experiments, the MOD and K-SVD algorithms preseny gémilar performances
in terms of convergence and speed. Both algorithms suffen fising the same expen-
sive sparse coding step, even with ef cient Cholesky-basgdementations. With sets
of parameters commonly used in image, signal and video psing, the K-SVD dic-
tionary update, which relies dntruncated SVDs of matrices of size rougtmy %
is slower than the MOD one (one inversion dfa k symmetric matrix) except when
k is very large, but performs larger steps.

The algorithm we propose here extends [9, 11] and thus erfigsgglictionary up-
dates, while exploiting fast updates of the nonzero coehts of by xing only the
sparsity pattern like in the K-SVD. Note that such a trick ¢oelerate convergence has
already been used successfully in [20], but in a differemtext. The overall process is
outlined in Figure 1. Instead of solving a single instanc&gf (5) with  xed to up-
dateD, we alternate between this update, which we pattial dictionary updateand
a fast update of the nonzero coef cients ofwith D xed (partial fast sparse coding
This allows us to reduce the number of calls of the expensiltsparse coding step.

In the"( case, gartial dictionary updatecanbeD( )= X T( T) lasinthe
MOD. In the™; case, it can be done ef ciently like in [11] by using a Newtoetimod
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Input: X = [x1;:::1;Xm] 2 R™ ™ (input data);k (number of atoms); : R | R
(constraint on the coef cients)l (number of iterations).

Output: D 2 R" K (dictionary); 2 R ™ (coef cients).

Initialization: Choose randomly somaq to initialize the columns ob .

Loop: Repeat] times:

— Sparse codingFix D and compute, using OMP{) or LARS-Lasso (1):

forall I=1;:::;m; | =argmin jix; D D% st () o @)
02 Rk

— Dictionary update:Repeat until convergence:
Partial dictionary updatefFix and solve:

D =argmin jjX D° jiz st jidfjiz=1; forall j =1;:::;k  (5)
k

DO2R

Partial fast sparse codingsix D and update the nonzero coef cients ofto mini-
mize Eq. (4) while keeping the same sparsity pattern.

Fig. 1. Proposed algorithm for learning reconstructive dictionaries.

to solve the dual problem arising from the Lagrangian of ttosstrained optimiza-
tion problem. In particular, it is easy to show that the ogtivector * of Lagrange
multipliers must satisfy

2 3

X

P=argmax4jjX D( ) ji + j(djdp  1)3; (6)
2 Rk i o
j=1

whereD( )= X T( T +diag( ))
Assuming that the sparsity pattern is xed, partial fastrspacoding becomes much
less costly than full sparse coding: given a xed diction&nyjin R" ¥, a signalx; in
R", and the active dictiona , in R" - composed of the atoms corresponding to the
L nonzero coef cients of |, the vector~| in R~ composed of the nonzero values from
| can be updated as follows:

— Inthe’( case,~| is the minimum ofjx; D, ~jj3 , and the corresponding linear
least-squares system is solved using a conjugate gradethboh

— In the; case, we prevent the sign of the values-infrom strictly changing, but
we allow them to be zero. We denote hyin f 1;1g" the sign of the initial~|
and we address the problem

min_ jixi Da=iji3 st. I~ =T and afi]~[i] 0
' : 7
forj=1;:::;L
using reduced projected gradient descent [13] with optistes. We repeat until
convergence:
Gradient computatiorg = 2D[(x; D=~)).
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T
a

Projection ofg so that g[|] =0:g= | $ g.

Computation of the optlmal step, which prevents the sigmefdoef cients to
_ [1..... [L]. T

changet = min( g'[l] gI[L] 5T g;%ag).

Steepest descent? = ~ tg,

If ~[j]1=0,itis removed from~,. Note that for simplicity reasons we chose
not to allow a coef cient which has been removed from to change again.
Thus, this descent algorithm stops before the exact solati&q. (7).

This approach for learning sparse representations extgnd4], since the only
difference with these algorithms is the idea of using a phfist sparse coding to
accelerate the convergence, with often less computatéffat than the K-SVD. Note
that it also extends the K-SVD in some sense in thease (since K-SVD is per se not
compatible with an; constraint). Suppose that we perform our dictionary update
single atom, by keeping the other atoms xed. Then, the ad#téng iterations between
what we call partial dictionary update and partial fast sparoding do exactly the same
as the power method, which performs the truncated SVD ustgbiK-SVD algorithm.

3.2 Learning discriminative dictionaries

An effective method for learning discriminative dictiores under ¢ constraints has
been introduced in [14] using an energy formulation thattams both sparse recon-
struction and class discrimination components, jointlyimzed towards the learning

of the dictionaries. GiveiN classesS; of signals,i = 1;:::;N, the goal is to learn

N discriminative dictionarie® ;, each of them being adapted to reconstructing a spe-
ci ¢ class better than others. As shown in [14], this yieltie following optimization
problem:

>(\l X ? ?
min G fR7(x;;Dj)gY; + R(x;;D); (8)
fPigh i 125,
where R?(x;;D) minjix; D jjs st () O (9)
|

Here,R?(x,;D;) is the reconstruction error of the signal using the dictionanp ;
andG is a softmax discriminative cost function, which is the riuldtss version of the
logistic regression function. Its purpose is to make théiahary D; better at recon-
structing the signals from cla§s than the dictionarie®; forj different than. In this
equation, is a parameter of the cost function, andcontrols the trade-off between
reconstruction and discrimination. More details on thisrfalation and on the choices
of the parameters and are given in [14].

The optimization procedure in this case uses the sameivter@} sparse coding
and (ii) dictionary update scheme as the MOD and K-SVD. Needess, due to the
different nature of the energy, the dictionary update ightly different from the MOD
or K-SVD. Itis implemented astauncated Newtoiteration with respect to the dictio-
naries. It is shown in [14] that performing this truncatedalen iteration to update the
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j -th dictionaryD; is equivalent to solving a problem of the form:

min wijjx; D7 i jis; (10)

where the j 's are the coef cients of the decompositions xf using the dictionary
D;, and thew,'s are weights coming from a local linear approximation®f. They
depend on the derivatives 6f and therefore have to be recomputed at each step of the
optimization procedure.

It is thus clear that this formulation can easily be adapted generalized to the
framework proposed in the previous section, allowing usge the'; as well as the
*o formulation, which might be more suitable for some applmas. Thepartial fast
sparse codingemains unchanged and thartial dictionary updatédbecomes:

XX XX
D( )= wix | w oy +diag( )
i=1 125S; i=1 12S;
XX ) X
= arg max wiixi D( ) ijjiz+  j(dfdy 1): (11)
2R =1 125, j=1

Note that interestingly, our framework allows us to updadtéhe atoms at the same
time when the K-SVD does some sequential optimization. Whisrig always a bene t
in the reconstructive framework, the discriminative onlggeon a local linear approxi-
mation of the cost function, which is linked to the weighsintroduced above. In the
"o case, while our procedure improves upon the MOD-like athamifrom [14] since
it achieves faster the same reconstruction error, the nargatationally expensive K-
SVD-like algorithm updates sequentially the atoms of thaidinary but alsaipdates
the local linear approximations of the cost functi@acomputes they, 's) between each
update of the atoms, which has proven experimentally toegatoward a better local
minimum. Therefore, the choice between our new discrinnmaramework and the
K-SVD-like dictionary update from [14] in th& case becomes a matter of trade-off
between speed and quality of the optimization. In thease, the K-SVD can not be
applied, but the partial dictionary update stage of ourrifisinative framework can al-
ternatively be replaced by a sequential update of the cadunfrthe dictionary while
interlacing updates of th®,'s. The update of thg-th atom when the are xed should
then be written:

Py P _ P
dp_ i=1 _ 128 Wi |[|](XI o PEi I[p]dp)

i N s W DI e iPIdpiiz

which is the solution of:

XX X 140 5 403 2
min Wi X ilpldy 4 01d] st jjdfljs =1: (12)
Ii=1 12 P& j
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ﬁ —> Classier 1 — K
— d — Classier 2 — K —_— Llnea_r
classi er

d_> o K

Signal input ~ Subsampling Sparse coding

Fig. 2. Multiscale classi er using discriminative sparse coding. The signal irpstibsampled in
different signal sizes. Then, each classi er outpNtgurves of reconstruction errors as functions
of a sparsity constraint, one curve per dictionary. A linear classi evjales a con dence value.

3.3 A new multiscale feature space

In this subsection, we present a multiscale extension ame sSmprovements to the
classi cation procedure outlined in [14], which have prov® improve noticeably the
performance of our classi er. Although it is presented fbrstrative purposes when the
signals are image patches, its scope goes beyond visiagaagdlsimilar concepts could
be applied in other situations. An important assumptiommmnly and successfully
used in image processing, is the existence of multiscaterfesin images, which we
exploit using a multi-layer approach, presented in Figuré allows us to work with
images at different resolutions, with different sizes ofch&s and avoids the choice of
the hyperparametets ("o case) ofT (*; case) during the testing phase.

In [14], the class, for some patcix is taken to béy = argmin;_; .., R?(x;Dj):
However,R? is a reconstruction error obtained with an arbitragyor *; constraint,
which does not take into account the different characiessif the patches. Patches
with a high amount of information need indeed a lot of atomadisieve a correct repre-
sentation, and should therefore bene t from being classivéth a high sparsity factor.
On the other hand, some patches admit extremely sparsesespations, and should be
classi ed with a small sparsity factor. To cope with thisesft, we have chosen when
testing a given patch to compute many reconstruction emits different constraints
(different values oL or T). Thanks to the nature of the OMP and LARS-Lasso, this
can be done without additional computations since bothetlaggorithms can plot the
reconstruction error as a function of the given constraalti® in one pass. The two
curves produced by two different dictionaries on a patchtben be incorporated into
a logistic regression classi er or a linear SVM [26] as faatuectors.

The same idea can be used to combine the output of differassictrs, working
at different resolutions and with different sizes of pathSuppose you traiR dis-
criminative classi ers with different sizes of patches atlitferent resolutions. Testing
a signalx consists of sending to each classi er independently, cropping and sub-
sampling it so that its size and resolution match the classEach classi er produces
N curves representing the reconstruction errors usind\thdictionaries and different
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sparsity constraints. Then, a linear classi er (logistigression or SVM) permits to
combine these outputs.

4 Combining geometry and local appearance of edges

Considering the edge detection task as a pixelwise claa$on problem, we have ap-
plied our patch-based discriminative framework to learoeal appearance model of
“patches centered on an edge pixel” against “patches azhtam a non-edge pixel”
and therefore have a con dence value for each pixel of beim@o edge or not. An
evaluation of this scheme is detailed in the experimentdl pa

Then, once we have trained an edge detector, we propose toisigeneric method
for class-speci ¢ edge detection. Suppose we hdvelasses of images. After nding
the edges of all the images, we can then lddritlassi ers to discriminate “patches
centered on a pixel located on an edge from an oljéetgainst “patches centered on a
pixel located on the other edges”. If this method should mo¢bough for recognizing
an object by itself, we show in the experimental part how iaiubis local analysis can
be when used as a preprocessing of a global contour-baseghigon framework.

We now show how to use our edge detector for object recognhtiip combining
it with the shape-based method for category recognitiomf{@2]. Their algorithm
learns the shape of a speci c category in a discriminatighian by selecting from
training images the pieces of contours that are most retdéoana speci c category. The
method exploits the pairwise geometric relationships ketwsimple features that in-
clude relative angle and distance information. Thus, fegtare selected based on how
discriminative they are together, as a group, and not ondiwigtual basis (for more de-
tails on learning these models, see [12]). After the model$emrned, they are matched
against contours extracted from novel images by formulgttie task as a graph match-
ing problem, where the focus is on pairwise relationshipig/ben features and not their
local appearance. While the authors of [12] make the poiritghape is stronger than
local appearance for category recognition we want to detnatesthat there is a natural
way of combining shape and local appearance that produciggmiecant increase in
the recognition performance.

While shape is indeed important for category recognitioa tttughest challenge for
such shape-based algorithms on dif cult databases is thagdin view point, which
makes the use &fD shape less powerful. Therefore, it is important to be ablecip
the shape recognizer by local appearance methods that aneegy independent and
thus less sensitive to such changes in viewpoint. Our pexgbapproach of combining
local appearance with shape is to rst learn a class spedigesdetector on pieces of
contours. Next this class speci ¢ edge detector is usedtar dut the irrelevant edges
while learning the shape-based classi er based on [12].l&ily, at testing time, the
shape-based algorithm is applied to the contours that\aiafter ltering them with
our class dependent edge detector. The outputs of both #pediased classi er and
the real values given by our detector are later combinedh@rrnal recognition score.
This framework provides a natural way of combining the Iovesel, appearance based
edge detection and contour Itering with the more higherleshape-based approach.
The algorithm can be described in more detail as follows:
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Contour Training : learn a class speci ¢ edge classi er using our proposecdchoet
For each image, we apply our general edge detector, theingliexes of contours ob-
tained as in [12]. Next, we train class speci ¢ detectors oohscontours belonging to
the positive class vs. all other classes.

Shape Training: the output of the class speci ¢ edge detector on each trgiimhage
(contours with average scores less tlteH are removed) is given to the shape-based
algorithm from [12]. Thus the shape classi er is trained omapes that were rst pre-
processed with our class dependent contour classi cation.

Testing: each testing image is rst preprocessed at the individoatours level in the
same way as it is done at training time. The edge classi erisied to Iter out contours
that had an average score less tBah(over all pixels belonging to that contour). The
contours that survived are then used by the shape-basesi etato obtain the nal
recognition score.

5 Experimental validation

5.1 Sparse coding with learned bases

In this experiment, we show that our approach slightly impsoupon [1, 9, 11] in terms
of convergence speed. Comparing the speed of algorithmeegy/alelicate issue. Plot-
ting the residual error as a function of the number of iteragiwould not be fair since
the amount of computation per iteration is different fromeaagorithm to another.
Computing the exact number of elementary operations ( dps)pne iteration could
help, but it is often extremely far from the real computattone. Therefore, we have
chosen to base our measures on our careful implementatidhs above algorithms.
Both our implementations of OMP and LARS-Lasso are ef cipatallel Cholesky-
based ones. All computations are done on an Intel Quad-Cé€&h2 processor.

The comparison is reported in Figure 3 and we report the geeranorm of the
residuals as a function of the running time of the algoritlom1f00 000patches of size
8 8 taken randomly from the Berkeley segmentation databasetiarthry of size
k = 256, sparsity constraints = 6 for o andT = 0:1 for the *; case, which are
typical settings in the sparse coding literature [8]. Insth@xperiments, our approach
proves to slightly outperform those of [1, 9, 11]. Neverdss, with different parameters
or different implementations, results could differ duehie hature of these algorithms.
Let us also note that the times we report here are far lower éing of those reported in
the literature [8, 11, 15] for comparable tasks.

5.2 Edge Detection

We have chosen to train and evaluate our multiscale discdtivie framework on the
Berkeley segmentation benchmark [19]. To accelerate tbeeglure and obtain thin
edges, we rst process all the images with a Canny edge aetgjtwithout threshold-
ing. Then, we use the manually segmented images from thergaset to classify the
pixels from these Canny edges into two clasSgdor the ones that are close to a human
edge, ands; for the others (bad Canny edges). As in [14], RGB patches @meate-
nated into vectors. The sikeof all of our dictionaries ar@56. 14 1ocal classi ers using
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7 different sizes of patches' edges 5;7;9; 11; 15; 19; 23, and2 resolutions (full and
half) are trained independently and we perfainx 25 iterations with a sparsity con-
straint ofL = 6, on a sample 0150 000random patches froi8; and150 000patches
from S,. This maximum size of patches associated with the halfluésa version
of the images allows us to capture suf cient neighborhoodtert around each pixel,
which has proven to be crucial in [5]. A new sample of the tiragrset is encoded using
each trained dictionary and we compute the curves of thenstnaction error as func-
tion of the sparsity constraint.(= 1;2;:::;15for the o case), T =0:1;0:2;:::;2:0
for the *; case). All the curves corresponding to a given patch areatenated into a
single feature vector, which are used to train a linear kigidassi er.

During the test phase, we have chosen to compute indepdénden dence value
per pixel on the Canny edges without doing any post-prongssi spatial regulariza-
tion, which by itself is also a dif cult problem. Precisiaiecall curves are presented
on Figure 4 and are compared with Pb [18], BEL [5], UCM [2] ahé tecent gPb
[16], which was published after that this paper was acceptede that with no post-
processing, our generic method achieves similar perfocamas [5] just behind [2] in
terms of F-measure (see [18, 19] for its de nition), althbugwas not speci cally de-
signed for this task. Compared to Pb, BEL and UCM, our methadopms slightly
better for high recalls, but is slightly behind for lower edls, where our edges map
contain many small nonmeaningful edges (noise). Recegflly, has outperformed all
of these previous methods by adding global consideratioredges. Examples of dic-
tionaries and results are also presented on Figure 4. bttegty, we have observed
two phenomenons. First, while the dictionaries are leanreBRGB color images, most
of the learned atoms appear gray, which has already beemvedsm [15]. Second,
we have often noticed color atoms composed of two complesimgeblors: red/cyan,
green/magenta and blue/yellow.

5.3 Category-based edge detection and object recognition

In this section, we use our edge detector on all the images Pascal VOC'05 and
VOC'07 [10] and postprocess them to remove nonmeaningfgeedising the same
grouping method as [12]. Then, we train our class-specigeedetector on the training
set of each dataset, using the same training set as [12] f@'G8and the training
set of VOC'07. For each clasg {n VOC'05 and20in VOC'07) a one-vs-all classi er
is trained using the exact same parameters as for the edgetidat which allows us
to give a con dence value for each edge as being part of a gpelbject type. Some
examples of ltered edges maps are presented in Figure 5.

In our rst set of recognition experiments we want to quantifie bene t of using
our class-speci c edge detector for object category redagn (shown in Table 1).
Thus, we perform the same sets of experiments as [12] and ¢dthe same training
and testing image sets from Pascal 2005 dataset, on a ras#ticlassi cation task.
Following the works we compare against, we also use bourtatings (for more details
on the the experiments set up see [12] and [27]). Notice €Eabland 2) that by using
our algorithm we are able to reduce the error rate more 8ifoid as compared with
the shape alone classi eBR% vs. 10:6%) and more thary-fold when compared to
the appearance based method of Winn et al. [27]. We beliatdhbse results are very
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Fig. 3.On the left, the diagram presents ‘anconstrained experiment and on the right, ammone.
The curves presented here represents reconstruction errorsiastiafi of the computation time
in seconds. Plain red curves represent our algorithm. Black dottedstepresent the MOD [9]
inthe o case and [11] in the; one. Blue dashed curves represent the K-SVD.
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Fig. 4. The curves represents the precision-recall curve for our edgetatetéask. The two bot-
tom leftimages are two dictionaries, the left one corresponding to the8{d$3ood edges” and
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gure.
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Fig. 5. Examples of Itered edges. Each column shows the edges that ssduee  0:5) after
applying different class speci c edge detectors.

encouraging and that they demonstrate the promise of our eldgsi er for higher
level tasks such as object recognition.

Table 1. Average multiclass recognition rates on the Pag6&b Dataset

[ Algorithm  [Ours+ [12][ [12] [Winn [27]]
[PascaD5 Dataset  96:8% [89:4%]| 76:9% |

In the second set of experiments we want to evaluate how #ss-tlased contour
classi cation can help the shape recognizer on a more ahgilhg dataset, where the
objects are undergoing signi cant changes in viewpoint andle making thei2D
shape representation less powerful. To do so, we have clibeesame experimental
protocol as for VOC'05 on subset of the VOC'07 dataset comnspas 8 object classes
(Table 2). For each class we use the training set with theigedvbounding boxes for
learning both the class speci ¢ edge detector and the shajpeln But to make the
task more challenging, the test set consisted of the fullggsa(no bounding boxes
were used) from the of cial validation set provided in thesBal 07 challenge (only
the images containing one of the eight classes were kepotbrtesting and training).
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Given the dif culty of this dataset we believe that our rasudre very promising and
demonstrate the bene t of combining lower level appearanith higher level, shape
based information for object category recognition.

Fusioning these low-level and shape-based classi catiethots, instead of using
them sequentially, by using the sparse representatioresaaiseld local geometric fea-
tures is part of our current effort. The results we have olatdion these preliminary
experiments strongly encourage us to pursue that direction

Table 2. Left: Confusion matrix for Pascal 2005 Dataset (using the boundixg$)oCompare
this with the confusion matrix obtained when shape alone is used in [12],eoextict same set
of experiments. Right: classi cation results (recognition performaratedqual error rate fo
classes from our experiment using the Pascal 07 dataset. Note thatefmisimary experiment
is different from the of cial Pascal 07 benchmark [10]. Our Iterimyethod reduces the average
error rate by33%.

Category|(Ours+[12]) [12]
Aeroplang 71.9% |61.9%

Category | Bikes| Cars |MotorbikesPeople Boat 67:1% |56:4%
Bikes |93:0%| 3:5% | 1.7% |1:8% Cat 82:6% |534%
Cars | 1:2%|97:7%| 0:0% 1:1% Cow 68:7% [59:22%

Motorbikes 1:9% | 1:8% | 96:3% 0% Horse 76:0% 67%
People | 0% | 0% 0% 100% Motorbike| 80:6% | 73:6%

Sheep 72.9% | 584%
Tvmonitorp 87:7% | 83:8%

6 Conclusion

We have presented a multiscale discriminative framewosetian learned sparse rep-
resentations, and have applied it to the problem of edgecti@te and class-speci c
edge detection, which proves to greatly improve the reabtained with a contour-
based classi er [12]. Our current efforts are devoted to advay to use our local ap-
pearance model as a preprocessing step for a global remmgframework using bags
of words, as we have done for a contour-based classi er.t€lingy methods of locally
selected patches to de ne interest regions is an option weansidering, which could
eventually allow us to get rid of expensive sliding windowskysis for object detection
[4]. Another direction we are pursuing is to use directly tioef cients  of the sparse
decompositions as features. Developing a discriminag¢gzation framework which
can use the robust regularization instead of they one was a rst step, which should
make this possible.
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