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Abstract

Sparse coding—that is, modelling data vectors as
sparse linear combinations of basis elements—is
widely used in machine learning, neuroscience,
signal processing, and statistics. This paper fo-
cuses orlearning the basis set, also called dic-
tionary, to adapt it to speci ¢ data, an approach
that has recently proven to be very effective for
signal reconstruction and classi cation in the au-
dio and image processing domains. This paper
proposes a new online optimization algorithm
for dictionary learning, based on stochastic ap-
proximations, which scales up gracefully to large
datasets with millions of training samples. A
proof of convergence is presented, along with
experiments with natural images demonstrating
that it leads to faster performance and better dic-
tionaries than classical batch algorithms for both
small and large datasets.

1. Introduction

The linear decomposition of a signal using a few atoms o
alearneddictionary instead of a prede ned one—based on
wavelets (Mallat, 1999) for example—has recently led to

like decompositions based on principal component analy-
sis and its variants, these models do not impose that the
basis vectors be orthogonal, allowing more exibility to
adapt the representation to the data. While learning the
dictionary has proven to be critical to achieve (or improve
upon) state-of-the-art results, effectively solving thae-c
responding optimization problem is a signi cant compu-
tational challenge, particularly in the context of the kg
scale datasets involved in image processing tasks, that may
include millions of training samples. Addressing this ehal
lenge is the topic of this paper.

Concretely, consider a signalin R™. We say that it ad-
mits a sparse approximation oved@tionaryD in R™ X,

with k columns referred to astoms when one can nd a
linear combination of a “few” atoms from that is “close”

to the signak. Experiments have shown that modelling a
signal with such a sparse decompositispdrse codinpis
very effective in many signal processing applications (Che
et al.,, 1999). For natural images, prede ned dictionaries
based on various types of wavelets (Mallat, 1999) have
been used for this task. However, learning the dictionary
instead of using off-the-shelf bases has been shown to dra-
fmatically improve signal reconstruction (Elad & Aharon,
2006). Although some of the learned dictionary elements
may sometimes “look like” wavelets (or Gabor lters), they
are tuned to the input images or signals, leading to much

state-of-the-art results for numerous low-level image-pro
cessing tasks such as denoising (Elad & Aharon, 2006
as well as higher-level tasks such as classi cation (Rainaviost recent algorithms for dictionary learning (Olshausen
et al., 2007; Mairal et al.,, 2009), showing that sparse& Field, 1997; Aharon et al., 2006; Lee et al., 2007)
learned models are well adapted to natural signals. Unare second-order iterativeatch procedures, accessing the
whole training set at each iteration in order to minimize a
cost function under some constraints. Although they have
shown experimentally to be much faster than rst-order
Appearing inProceedings of th€6™ International Conference gradient descent methods (Lee et al., 2007), they cannot
on Machine LearningMontreal, Canada, 2009. Copyright 2009 effectively handle very large training sets (Bottou & Bous-
by the author(s)/owner(s). quet, 2008), or dynamic training data changing over time,

B)etter results in practice.

WILLOW Project, Laboratoire d'Informatique de I'Ecole
Normale Sugrieure, ENS/INRIA/CNRS UMR 8548.
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such as video sequences. To address these issues, we psheould be small iD is “good” at representing the signal
pose aronline approach that processes one element (or &he number of samplasis usually large, whereas the sig-
small subset) of the training set at a time. This is particu-nal dimensiom is relatively small, for examplan = 100
larly important in the context of image and video process-for 10 10 image patches, and 100 000 for typical
ing (Protter & Elad, 2009), where it is common to learn image processing applications. In general, we also have
dictionaries adapted to small patches, with training datk  n (e.g.,k = 200 for n = 100; 000, and each signal
that may include several millions of these patches (roughlyonly uses a few elements &f in its representation. Note
one per pixel and per frame). In this setting, online tech-that, in this setting, overcomplete dictionaries wktbr m
nigues based on stochastic approximations are an atactiare allowed. As others (see (Lee et al., 2007) for example),
alternative to batch methods (Bottou, 1998). For examplewe de nel(x; D) as the optimal value of thg-sparse cod-
rst-order stochastic gradient descent with projectioms o ing problem:
the constraint set is sometimes used for dictionary learn- 1
ing (see Aharon and Elad (2008) for instance). We show I(x;D) Y min —=jjix D jj§ + i (2)
in this paper that it is possible to go further and exploit the 2R 2
speci ¢ structure of sparse coding in the design of an opti-where is a regularization parametér.This problem is
mization procedure dedicated to the problem of dictionaryalso known asbasis pursuit(Chen et al., 1999), or the
learning, with low memory consumption and lower compu- Lasso (Tibshirani, 1996). It is well known that the
tational cost than classical second-order batch algosthmpenalty yields a sparse solution for, but there is no an-
and without the need of explicit learning rate tuning. As alytic link between the value of and the corresponding
demonstrated by our experiments, the algorithm scales ugffective sparsityj jjo. To preventD from being arbitrar-
gracefully to large datasets with millions of training sam- jly large (which would lead to arbitrarily small values of
ples, and it is usually faster than more standard methods. ), it is common to constrain its columife; )]k:l to have
an ", norm less than or equal to one. We will céllthe
1.1. Contributions convex set of matrices verifying this constraint:

This paper makes three main contributions. CY¥iD2R™ X st.8 =1;::::k: dfd; 1g (3)
We cast in Section 2 the dictionary learning problem as

the optimization of a smooth nonconvex objective functionNote that the problem of minimizing the empirical cost

over a convex set, minimizing the (desirezRpectectost ~ fn (D) is not convex with respect tb. It can be rewrit-

when the training set size goes to in nity. ten as a joint optimization problem with respect to the dic-
We propose in Section 3 an iterative online algorithm thattionary D and the coefcients = [ 1;:::; ] of the

solves this problem by ef ciently minimizing at each step a sparse decomposition, which is not jointly convex, but con-

quadratic surrogate function of the empirical cost over thevex with respect to each of the two variab@sand  when

set of constraints. This method is shown in Section 4 tdhe other one is xed:

converge with probability one to a stationary point of the 1

cost function. i
As shown experimentally in Section 5, our algorithm is

signi cantly faster than previous approaches to dictignar o natural approach to solving this problem is to alter-

learning on both small and large datasets of natural imy 516 petween the two variables, minimizing over one while
ages. To demonstrate that it is adapted to dif cult, large-

keeping the other one xed, as proposed by Lee et al.

scale image—processing tasks, we Ieam a Fiic_tionary on @007) (see also Aharon et al. (2006), who Ugeather
12-Megapixel photograph and use it for inpainting. than *; penalties, for related approachés).Since the

computation of dominates the cost of each iteration, a
2. Problem Statement second-order optimization technique can be used in this

) o ) ) case to accurately estimddeat each step when is xed.
Classical dictionary learning techniques (Olshausen &

Field, 1997; Aharon et al., 2006; Lee et al., 2007) conside/As pointed out by Bottou and Bousquet (2008), however,
a nite training set of signalX = [x1;:::;X,]in R™ " one is usually not interested in a perfect minimization of

and optimize the empirical cost function

1. AP
2 Ziix: 02+ i
ch;mlank . Slixi D ijig+ i ilix: (4

2The*,_norm of a vectox in R™ is de ned, forp 1, by

v 1 X iixiip y ( m ix[ili")***. Following tradition, we denote by
fn(D)= - I(x;;D); (1) jixjio the number of nonzero elements of the veatoihis “ o”
n i=1 sparsity measure is not a true norm.

Com ks o 3In our setting, as in (Lee et al., 2007), we use the coryex
whereD inR is the dictionary, each column represent- norm, that has empirically proven to be better behaved in general
ing a basis vector, ands a loss function such thégx; D) than the' o pseudo-norm for dictionary learning.
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the empirical costf,(D), but in the minimization of the Algorithm 1 Online dictionary learning.
expected cost Require: x 2 R™  p(x) (random variable and an algo-
M . o i rithm to draw i.i.d samples qf), 2 R (regularization

F(B) = Bl D)I = r|1|!l1n (D) as; ) parameter)Do 2 R™ X (initial dictionary), T (num-

where the expectation (which is assumed nite) is taken rel-  Der of iterations). o .

ative to the (unknown) probability distributiqe(x) of the 1 Ao _O’ Bo  O(reset the “past” information).

data® In particular, given a nite training set, one should 2 for t=11oT do

not spend too much effort on accurately minimizing the 3:  Drawx. from p_(x). _

empirical cost, since it is only an approximation of the ex- 4 SParse coding: compute using LARS

pected cost.

Bottou and Bousquet (2008) have further shown both the-
oretically and experimentally that stochastic gradiegbal
rithms, whose rate of convergence is not good in conven-5: At At 1+ ¢ .

tional optimization terms, may in fact in certain settingsb  6:  Bi By 1+ X {.

the fastest in reaching a solution with low expected cost. 7:  ComputeD using Algorithm 2, withD; ; as warm
With large training sets, classical batch optimizatiorhtec restart, so that
nigues may indeed become impractical in terms of speed or

. Yargmin Slixe Do i+ 0 fi (8
2 Rk

memory requirements. D, y'arg min }x[ }jjxi D i+ i i

In the case of dictionary learning, classical projected- rs pac by, 2

order stochastic gradient descent (as used by Aharon and = argmin 1 }Tr( DTDA,) TI(DTB,) :

Elad (2008) for instance) consists of a sequence of updates bac t 2

of D: h i (9)
Di= c¢Di1 of pl(Xt;Dt 1) 5 (6) 8: end for

9: Return Dt (learned dictionary).

where is the gradient step, ¢ is the orthogonal projec-
tor onC, and the training sety;Xx,;::: are i.i.d. samples

of the (unknown) distributiom(x). As shown in Section tion p(x), its inner loop draws one elemext at a time,

5, we have observed that this method can be compeutlvgs in stochastic gradient descent, and alternates classica

compared to_ batch methods with large training sets, Whegparse coding steps for computing the decompositioaf
agood learning rate is selected. Xt over the dictionanD i obtained at the previous itera-
The dictionary learning method we present in the nexttion, with dictionary update steps where the new dictionary
section falls into the class of online algorithms basedD: is computed by minimizing oveCthe function

on stochastic approximations, processing one sample at a X
tlme_, but explo!ts the specic struc_ture of the problem to f}(D) M 1 }jjxi D ji2+ i v @)
ef ciently solve it. Contrary to classical rst-order stbas- t - 2

tic gradient descent, it does not require explicit learning

rate tuning and minimizes a sequentially quadratic local apwhere the vectors ; are computed during the previous
proximations of the expected cost. steps of the algorithm. The motivation behind our approach

is twofold:
The quadratic functiorf’; aggregates the past informa-
tion computed during the previous steps of the algorithm,

We present in this section the basic components of our onfamely the vectors i, and it is easy to show that it up-
line algorithm for dictionary learning (Sections 3.1-343  Perbounds the empirical cos{(D:) from Eq. (1). One
well as two minor variants which speed up our implemen-key aspect of the convergence analysis will be to show that

3. Online Dictionary Learning

tation (Section 3.4). fi(D;) andf(D;) converges almost surely to the same
limit and thusf; acts as aurrogatefor f+.
3.1. Algorithm Outline Sincef} is close tof; 1, D; can be obtained ef ciently

) ) ) ) ) ~usingD; 1 as warm restart.
Our algorithm is summarized in Algorithm 1. Assuming

the training set composed of i.i.d. samples of a distribu-3.2. Sparse Coding

“We use “a.s.” (almost sure) to denote convergence with probThe sparse coding problem of Eq. (2) with xed dictio-
ability one. nary is an’;-regularized linear least-squares problem. A
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Algorithm 2 Dictionary Update. warm restart for computin@, a single iteration has em-
Require: D = [dy;:::;d] 2 R k (input dictionary), pirically been found to be enqugh. Other approaches have
A=[a;: 2R k="t T, been proposed to updai, for instance, Lee et al. (2007)

T mk_ Pt 1 suggest using a Newton method on the dual of Eq. (9), but
B =[ba;:iiib ]2 R™ = xi . . N : :
1: repeat this requires inverting &  k matrix at each Newton itera-
2 forj =1 tok do tion, which is impractical for an online algorithm.
3: Update thg -th column to optimize for (9):
1 3.4. Optimizing the Algorithm
Uj ﬁ(bi Daj)+ d;: We have presented so far the basic building blocks of our
1 (10)  algorithm. This section discusses simple improvements
d; that signi cantly enhance its performance.

max(ju;jiz 1)
Handling Fixed-Size Datasets. In practice, although it
may be very large, the size of the training set is often -
nite (of course this may not be the case, when the data
consists of a video stream that must be treated on the y
for example). In this situation, the same data points may
be examined several times, and it is very common in on-
number of recent methods for solving this type of prob-line algorithms to simulate an i.i.d. sampling pfx) by
lems are based on coordinate descent with soft thresholdycling over a randomly permuted training set (Bottou &
ing (Fu, 1998; Friedman et al., 2007). When the columnsBousquet, 2008). This method works experimentally well
of the dictionary have low correlation, these simple meth-in our setting but, when the training set is small enough,
ods have proven to be very ef cient. However, the columnsit is possible to further speed up convergence: In Algo-
of learned dictionaries are in general highly correlate| a rithm 1, the matriced\; andB carry all the information
we have empirically observed that a Cholesky-based imfrom the past coef cients 1;:::; . Suppose that at time
plementation of the LARS-Lasso algorithm, an homotopyt,, a signalx is drawn and the vector, is computed. If
method (Osborne et al., 2000; Efron et al., 2004) that prothe same signa is drawn again at time> t o, one would
vides the whole regularization path—that is, the solutiondike to remove the “old” information concerningfrom A
for all possible values of, can be as fast as approachesandB;—that is, writeA; A 1+ [ to tTD for
based on soft thresholding, while providing the solutioninstance. When dealing with large training sets, it is im-
with a higher accuracy. possible to store all the past coef cients,, but it is still
possible to partially exploit the same idea, by carrying in
3.3. Dictionary Update A andB; the information from the current and previous

) . . epochgcycles through the data) only.
Our algorithm for updating the dictionary uses block-

coordinate descent with warm restarts, and one of its maifMini-Batch Extension. In practice, we can improve the
advantages is that it is parameter-free and does not requigonvergence speed of our algorithm by drawing 1

any learning rate tuning, which can be dif cult in a con- signals at each iteration instead of a single one, which is
strained optimization setting. Concretely, Algorithm 2 se a classical heuristic in stochastic gradient descent algo-
quentially updates each columnBf. Using some simple rithms. Let us denot&1;:::; Xt the signals drawn at
algebra, it is easy to show that Eq. (10) gives the solutioriterationt. We can then replace the linsand6 of Algo-

of the dictionary update (9) with respect to fre¢h column  rithm 1 by

4: end for
5: until convergence
6: Return D (updated dictionary).

d;, while keeping the other ones xed under the constraint A A, i+ P T
dfd;j 1. Since this convex optimization problem ad- Bt Bt ! P R (11)
mits separable constraints in the updated blocks (columns) t t1 SRR
convergence tc_) a glqbal optimum is guaranteed (Bertsekaa,,here is chosen so that = +£1 where =t if
1999). In practice, since the vectors are sparse, the coef- 2 . N . .

t< and “+t if t , which is compatible with our

cients of the matrixA are in general concentrated on the vsi

diagonal, which makes the block-coordinate descent mor&ONVergence analysis.

ef cient.> Since our algorithm uses the valuedf ; asa Purging the Dictionary from Unused Atoms. Every dic-

e . i i i metimes encounters sitogtio
Note that this assumption does not exactly hold: To be moretl(:]nary Iearnln?ttﬁcl;r_u?ue S0 t s |

exact, if a group of columns iD are highly correlated, the co- where some of the dictionary atoms are never (or very sel-

ef cients of the matrixA can concentrate on the corresponding dom) used, which happens typically with a very bad_ intial-
principal submatrices o . ization. A common practice is to replace them during the
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optimization by elements of the training set, which solvesHowever, havingD "D invertible is a common assump-

in practice this problem in most cases. tion in linear regression and in methods such as the LARS
algorithm aimed at solving Eq. (2) (Efron et al., 2004). It
4. Convergence Analysis is also possible to enforce this condition using an elastic

net penalization (Zou & Hastie, 2005), replacingjj by
Although our algorithm is relatively simple, its stochas- jj jj1 + 4jj ji3 and thus improving the numerical stabil-
tic nature and the non-convexity of the objective functionity of homotopy algorithms such as LARS. Again, we have
make the proof of its convergence to a stationary pointomitted this penalization for simplicity.
somewhat involved. The main tools used in our proofs
are the convergence of empirical processes (Van der Vaart.2. Main Results and Proof Sketches
1998) and, following Bottou (1998), the convergence of )
quasi-martingales (Fisk, 1965). Our analysis is limited toCVeN assumptions (A) to (C), let us now show that our
the basic version of the algorithm, although it can in prin- &/90rithm converges to a stationary point of the objective
ciple be carried over to the optimized version discussedunction.

in Section 3.4. Because of space limitations, we will re- o

; : . Proposition 1 (convergence off (D) and of the sur-
strict ourselves to the presentation of our main results and . " .
a sketch of their proofs, which will be presented in de- rogate functlon). Let fi denote _the surrogate function
tails elsewhere, and rst the (reasonable) assumptions unq?,\n%d in Eq. (7). Unde.r assumptions (A) to (C):
der which our analysis holds. 1{Dy) converges a.s.;

f(D;) fi(D;) converges a.s. t0; and

4.1. Assumptions f(D+) converges a.s.
(A) The data admits a bounded probability density p _ _
with compact support K. Assuming a compact support Proof sktech: Thel rst S_tep in the pl’Opf is to show that
for the data is natural in audio, image, and video processPt Dt 1 = O ¢ which, although it does not ensure
ing applications, where itis imposed by the data acquisitio the gonvergence db., ensures the convergence of the se-
process. ries ;. jjDy Dy 1ji¢ , a classical condition in gradi-
(B) The quadratic surrogate functions f; are strictly ~ ent descent convergence proofs (Bertsekas, 1999). In turn,
convex with lower-bounded Hessians.We assume that this reduces to showing th&t; minimizes a parametrized
the smallest eigenvalue of the semi-de nite positive ma-guadratic function ove€ with parametersA and {B,
trix %At de ned in Algorithm 1 is greater than or equal then showing that the solution is uniformly Lipschitz with
to a non-zero constant; (makingA, invertible andf respect tp these parameters, borrowirlg some ideas fr'om
strictly convex with Hessian lower-bounded). This hypoth- Pérturbation theory (Bonnans & Shapiro, 1998). At this
esis is in practice veri ed experimentally after a few iter- PCINt, and following él%ottou (1998), proving the conver-
ations of the algorithm when the initial dictionary is rea- 9nce of the sequenég(D) amounts to showing that the

sonable, consisting for example of a few elements from th&tochastic positive process
training set, or any one of the “off-the-shelf” dictionasije
such as DCT (bases of cosines products) or wavelets. Note

that it is easy to enforce this assumption by adding a term . : .
—+jiDjj# to the objective function, which is equivalent in 'S a quasi-martingale. To do so, denotingfythe [tra-

practice to replacing the positive semi-de nite mat%iAt tion of the past mformglon, atheorem by Fisk (1965) states

. - 1 . )

by 2A; + 1l. We have omitted for simplicity this penal- thatif the positive sum -, E[max(E[ut., Wi ]; 0)]
A . converges, them, is a quasi-martingale which converges
ization in our analysis.

. ; - with probability one. Using some results on empirical pro-
C) A suf cient uniqueness condition of the sparse cod-
i(ng; solution is veriqed: Given somex 2 K wphereK i~ cesses (Van der Vaart, 1998, Chap. 19.2, Donsker The-

the support op, andD 2 C, let us denote by the set of orem_), we obtain a bound that ensures the convergence
T T N P, of this series. It follows from the convergence wf that
indicesj such thafd' (x D *)j= ,where °isthe : -

) ] : ft(Dy) f’}(Dt) converges to zero with probability one.
solution of Eq. (2). We assume that there exisgs> 0 . .

) S . . Then, a classical theorem from perturbation theory (Bon-

such that, for alk in K and all dictionarie® in the subset nans & Shapiro, 1998, Theorem 4.1) shows that D)
S of C considered by our algorithm, the smallest eigen- pIro, ' ’

value ofDTD is greater than or equal to,. This matrix is Ct. This, aIIo_ws us to usef/\a last result on empirical
is thus invertible and classical results (Fuchs, 2005) gnsu PTOcSS€s €nsurng thafD)  T:(Dy) converges aimost

. . ; . surely to0. Thereforef (D) converges as well with prob-
the uniqueness of the sparse coding solution. It is of course

easy to build a dictionarf for which this assumption fails. ability one. u

w2 (D) O (12)



Online Dictionary Learning for Sparse Coding

Proposition 2 (convergence to a stationary point).Un- it is intended for, and in a regular batch mode where it
der assumptions (A) to (CI is asymptotically close to uses the entire dataset at each iteration (corresponding to
the set of stationary points of the dictionary learning prob the mini-batch version with = n). We have also imple-
lem with probability one. mented a rst-order stochastic gradient descent algorithm
that shares most of its code with our algorithm, except
Proof sktech: The rst step in the proof is to show using for the dictionary update step. This setting allows us to
classical analysis tools that, given assumptions (A) to (C)draw meaningful comparisons between our algorithm and
f is C! with a Lipschitz gradient. Considering andB its batch and stochastic gradient alternatives, which doul
two accumulation points O}At and%Bt respectively, we have been dif cult otherwise. For example, comparing our
can de ne the corresponding surrogate functidn such algorithm to the Matlab implementation of the.batch ap-
that forallD in G, f} (D) = %Tr( DTDA) Tr(DTB), proach from (Lee et al.,_2007) developed by its authqrs
and its optimunD; onC. The next step consists of show- Would have been unfair since our C++ program has a built-
ing thatr f (D1 )=rf(D;)andthatr f(D;)isin in speed advantage: Although our |mplementa_t|on_|s_ multi-
the normal cone of the s@—that is,D; is a stationary threaded, our experiments have been run for simplicity on a

point of the dictionary learning problem (Borwein & single-CPU, single-core 2.4Ghz machine. To measure and
Lewis, 2006). m compare the performances of the three tested methods, we

have plotted the value of the objective functiontbe test
set acting as a surrogate of the expected cost, as a function

5. Experimental Validation of the corresponding training time.

In this section, we present experiments on natural image®nline vs Batch. Figure 1 (top) compares the online and

to demonstrate the ef ciency of our method. batch settings of our implementation. The full training set
consists ofLl(® samples. The online version of our algo-

5.1. Performance evaluation rithm draws samples from the entire set, and we have run

its batch version on the full dataset as well as subsetsef siz
0* and10° (see gure). The online setting systematically
utperforms its batch counterpart for every training se¢ si
eand desired precision. We use a logarithmic scale for the
éomputation time, which shows that in many situations, the
difference in performance can be dramatic. Similar experi-
ments have given similar results on smaller datasets.

For our experiments, we have randomly seledt@® 10°
patches from images in the Berkeley segmentation datasei
which is a standard image databas€f of these are kept
for training, and the rest for testing. We used these patch
to create three dataseds B, andC with increasing patch
and dictionary sizes representing various typical sesting
image processing applications:

Data Signal sizen Nb k of atoms | Type Comparison with Stochastic Gradient DescentOur ex-

A 8 8=64 256 b&w periments have shown that obtaining good performance
B 12 12 3=432 512 color with stochastic gradient descent requires using both the
c 16 16 =256 1024 b&w mini-batch heuristicand carefully choosing the learning

rate . To give the fairest comparison possible, we have
We have normalized the patches to have&xfl'norm and  thus optimized these parameters, samplinglues among
used the regularization, parameter= 1:2="m in all of  powers of 2 (as before) andvalues among powers of 10.
our experiments. Thé=" m term is a classical normaliza- The combination of values = 10%, = 512 gives the
tion factor (Bickel et al., 2007), and the constdr has  pest results on the training and test data for stochastic gra
been experimentally shown to yield reasonable sparsitiegient descent. Figure 1 (bottom) compares our method with
(about 10 nonzero coef cients) in these experiments. Westochastic gradient descent for differentvalues around
have implemented the proposed algorithm in C++ with a10* and a xed value of = 512. We observe that the
Matlab interface. All the results presented in this sectionjarger the value of is, the better the eventual value of the
use the mini-batch re nement from Section 3.4 since thisgbjective function is after many iterations, but the loniger
has shown empirically to improve speed by a factor of 10will take to achieve a good precision. Although our method
or more. This requires to tune the parametgthe number  performs better at such high-precision settings for datase
of signals drawn at each iteration. Trying different powersc, it appears that, in general, for a desired precision and a
of 2 for this variable has shown that= 256 was a good  particular dataset, it is possible to tune the stochaste gr
choice (lowest objective function values on the training se dient descent algorithm to achieve a performance similar
— empirically, this setting also yields the lowest values onto that of our algorithm. Note that both stochastic gradi-
the test set), but values of 128 and and 512 have given vergnt descent and our method only start decreasing the ob-
similar performances. jective function value after a few iterations. Slightly test

Our implementation can be used in both the online settind€Sults could be obtained by using smaller gradient steps
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Figure 1.Top: Comparison between online and batch learning for various training &t Biattom: Comparison between our method
and stochastic gradient (SG) descent with different learning ratés both cases, the value of the objective function evaluated on the
test set is reported as a function of computation time on a logarithmic scalees/of the objective function greater than its initial value
are truncated.

during the rst iterations, using a learning rate of the form 6. Discussion
=(t + to) for the stochastic gradient descent, and initializ-
ing Ao = tol andBg = toD ¢ for the matricesA; andBy,
wheretg is a new parameter.

We have introduced in this paper a new stochastic online al-
gorithm for learning dictionaries adapted to sparse coding
tasks, and proven its convergence. Preliminary experisnent
demonstrate that it is signi cantly faster than batch adger
tives on large datasets that may contain millions of trajnin
Our last experiment demonstrates that our algorithm caexamples, yet it does not require learning rate tuning like
be used for a dif cult large-scale image processing taskregular stochastic gradient descent methods. More exper-
namely, removing the texir{painting from the damaged iments are of course needed to better assess the promise
12-Megapixel image of Figure 2. Using a multi-threaded of this approach in image restoration tasks such as denois-
version of our implementation, we have learned a dictio-ing, deblurring, and inpainting. Beyond this, we plan to
nary with 256 elements from the roughly  10° undam-  use the proposed learning framework for sparse coding in
agedl2 12color patches in the image with two epochs in computationally demanding video restoration tasks (Prot-
about500seconds on a 2.4GHz machine with eight corester & Elad, 2009), with dynamic datasets whose size is not
Once the dictionary has been learned, the text is removeced, and also plan to extend this framework to different
using the sparse coding technigue for inpainting of Mairalloss functions to address discriminative tasks such asémag
et al. (2008). Our intent here is of courset to evaluate  classi cation (Mairal et al., 2009), which are more seniti

our learning procedure in inpainting tasks, which would re-to over tting than reconstructive ones, and various matrix
quire a thorough comparison with state-the-art techniquesactorization tasks, such as non-negative matrix facteriz
on standard datasets. Instead, we just wish to demonstrat®n with sparseness constraints and sparse principal com-
that the proposed method can indeed be applied to a rggonent analysis.

alistic, non-trivial image processing task on a large im-

age. Indee.d,'to the best 'of our knowledge, this is the ,rStAcknowledgments

time that dictionary learning is used for image restoration

on such large-scale data. For comparison, the dictionariehis paper was supported in part by ANR under grant
used for inpainting in the state-of-the-art method of Maira MGA. The work of Guillermo Sapiro is partially supported

et al. (2008) are learned (in batch mode) on only 200,000y ONR, NGA, NSF, ARO, and DARPA.

patches.

5.2. Application to Inpainting
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